6.6. Python4gfE2aC kR

AG.5 YR T HOR 5Python

V06.7. gkzisg > AR &= A



PN

Python 4i#23k

CAUIBIE S
txt X —3CH 448 “Pearson.txt”, ZEPEIR H R/R- KRR (Karl Pearson) [ 4452
5, EEICKBECEMN LTI & 5. ZEYEEA 1 078 MM EARZ IR 3Rl B, 30
T BENLME S . 3 Al DM Kaggle B W K 2 BAE A 5 BC 2 55 Y6 3R B 2o s S

“Pearson.txt” .

[ BEEE%]
Hfi# Spark+ MongoDB TE#HERM = Ay N FH — Jﬁﬁﬁéﬁ(i‘ﬁ“/\*ﬁ
54, B4 SparkSession, JFIE#EZE Spark Ik 45231 MongoDB k5528 Hk, HEN
BRAE R .. AT HE B 34T 20dE o] M AL R B i B 2 Ffﬁk’%ﬁ o, I
WACEM B EE NE A E, BRI RS L+ 1 & S e N R AR s i3t 47 T S 48 fﬁilﬁljﬂﬂi
Ja, VRO S R A, AR AT TR

[thFERIA]

Python } Spark+ MongoDB K # 77 #THEZE




PN

Python 4i#23k

EEIE]

BARHES BEAZE. FAPEAL AR N .

o HWHEAERIFTE KB AFE D) SparkSession. FHE 1z N . PR . B LS.
o A LT FRZR P AN, PR3 T Spark A1 MongoDB 1 R E s 43 A B AT 12k

5K, “2.7Pyhton ZRFEsEER” A HIIE T statsmodels £ B a7 H228 M4 [B] I3 AN [F] 1Y)

e, ABIRER A Spark BIHLAR 5= > FE—MLib 19 fa] B &L 1

H

JH T H .

o TEGNE A IS Z 1T, EEFHEAEE CHIMLEE 3 Spark ZRfEEAEE . PySpark

{971 MongoDB {2528, th T EIIRMLE], Act5rh IF A UFAR [k 1 25 1) L b
P, HO T LLYE AR TS Y R R BRI A Y

o ff Spark ZRfEf, BELTEEGIE SparkSession X%, %X R H T ¥ Python &%

B2 & Spark A4S 28 FIEUHE E S5 28 (U0 MongoDB £8) 1, & SparkSession Xif %
(177 ¥ 98 P pyspark.sql ELERE 1) SparkSession() BRI . %R U0 R .



Stepl: @& SparkSession

In[1]|#6!%E SparkSession, FHi%E#: 2 Spark iR 552541 MongoDB iR 55 %%
from pyspark.sql import SparkSession

mySpark = SparkSession \

Lbuilder \

lappName("myApp") \

.config("spark.mongodb.input.uri", "mongodb://127.0.0.1/local.
FSHeight") \

.config("spark.mongodb.output.uri", "mongodb://127.0.0.1/local.
FSHeight") \
.config('spark.jars.packages','org.mongodb.spark:mongo-spark
-connector_2.11:2.4.1°)\

lgetOrCreate()




/& MongoDB

HEHARRFIUH S, R4 B AL 3 1 R 46 20 48 m] Be © & A7 IAE MongoDB S5 %4 &
k%, WATRABMARMXHRgG Y . G, K46 4 8056 2T %
“Pearson.txt” @ BAEARM AT R4, FERH F4% % MongoDB. 7t Python %
Ferf, 3@ R PySpark .44 4 %4 S04k _E & MongoDB, E&J7vE K. i
PySpark 1] read() /7 =4 5 S0 FSHeight.txt B 5dE 52 N £ B & X ) Spark %1
JEHE sparkFSHeight H. =140,

In[2] (#H PySpark 1] read() /71244 23E S A FSHeight.txt H1 R A 2 B € XK
Spark ##EHE sparkFSHeight
sparkFSHeight=mySpark.read.format("csv")\

.option("inferSchema","true")\

.option("delimiter","\t')\

.option("header”, "true")\

Jload("FSHeight.txt")




B~ Spark ¥IEHE sparkFSHeight Wi LT

Hyk, vl PySpark #2457 show() %= 7~ Spark B #EHE sparkFSHeight
IR A N2 BT

#1571~ Spark $EAHE sparkFSHeight HIRT FLAT
sparkFSHeight.show(5)
JAPVE IR EAT YOF

+-————- +---—+
| Father| Son|

In[3]

only showing top 5 rows



B SparkBIRHE sparkFSHeight K178 {5 R

B, Lt PySpark @i i) H At &%, 40 count(). printSchema()&sLIL A FE
AR AT BRI UG B S R B ) H 1

In[4]|#:2.7~ Spark ZHEAE sparkFSHeight #4174k
sparkFSHeight.count()
SO 7 45 R

1078

MU FEEEE R LUE . [Ria%ds FSHeigh BT80N 1078, [HfE, &F HEAEE. m~ElIT.

In[5]|#%7~ Spark £ HEHE sparkFSHeight K5 &
sparkFSHeight.printSchema()

Xof N A H 45 R

root
|-- Father: double (nullable = true)
|-- Son: double (nullable = true)




@it PySpark 44 Spark H#EHE_E{£E MongoDB Jijk 45

Bk, FATEE PySpark ff Spark £ HE 1% % MongoDB &5+ . EAR1EN:
DL “3ehn” 77 X Spark ZEHE sparkFSHeight 72\ MongoDB ] local %# 2 i
¥ % FSHeight B R0,

In[6] [sparkF SHeight.write.format(“mongo”).option(“uri”,“mongodb://127.
(0.0.1/local.FSHeight").mode("append").save()

# [EE] : ABZRA  append()EZGEINFEHER, Fril, ZETHATEIEELZ S A
monggodb T1iE £ K ) fr %N db.FSHeight.remove({})

w5, WH stop() 71, <M Spark Session X % . ~EIUIT

In[7]{mySpark.stop()



Step 2: FIWEA

HEHIERERAE LR, 58 “2.7Pyhton JeFESCER” R Al BT Gttt 2 O iE g AT 21
P BT VRSN, T Spark BIRE YR 7 A 75 Zdb AT W 55 PR A . 208 152 AN RN ER 4 2 A
E IR

PySpark Hr] DL 1 61 4 SparkSession, F1 1 H: read.format() i Z M MongoDB 4 £
SR . EAFSteplHy, AR EHEEE S AMongoDBI]localEi#f & I FSHeight £ 4H
. Bk, MMongoDB 1z H U S FSHeight BRI U o

#0612 SparkSession % %

from pyspark.sqgl import SparkSession

In[8]jmySpark = SparkSession \

Jbuilder \

.appName("myApp") \

.config("spark.mongodb.input.uri", "mongodb://127.0.0.1/local.FSHeight") \
.config("spark.mongodb.output.uri", "mongodb://127.0.0.1/local.FSHeight") \
.config(‘spark.jars.packages’,'org.mongodb.spark:mongo spark connector 2.11:2.4.1°)\
.getOrCreate()




H K, M MongoDB 1zEUE#E4E FSHeight & Spark ZdEHEST . 7~ Un .

In[9]sparkDF_FSHeight
parkDF _FSHeight=mySpark.read.format("mongo").load()

K, s Spark EiEHE sparkDF_FSHeight [T 5 17. ~lT0 .
In[10]|sparkDF_FSHeight.head(5)
# [$2r]) bk, wICLIAA take() 7 vE52E0 head() 714K DD RE

X A HY 45 R

[Row(Father=65.0, Son=59.8, id=Row(0id='5e0958f52c796e5c28a79a01")),
Row(Father=63.3, Son=63.2, id=Row(0id='5e0958f52c796e5c28a79a02")),
Row(Father=65.0, Son=63.3, _id=Row(0id='5e0958f52c796e5c28a79a03")),
Row(Father=65.8, Son=62.8, id=Row(0id='5e0958f52c796e5c28a79a04")),
Row(Father=61.1, Son=64.3, id=Row(0id='5e0958f52c796e5c28a79a05'))]

o, Pk Spark BEHE sparkDF_FSHeight f47%0. =640 R .
In[11] pparkDF_FSHeight.count()
[F27R] Wik SR~ 80FAE Y 1078, T84 i B 22 Hir 22 I3l AN Bl L el A2 &
AL, EVUEZE collections JEHATBA_EARY, &% collections 1 B ARALHS A :
db.FSHeight.remove({})

Sof I i HH 45 A
1078



Step 3:¥IEHfR

ﬁ?Spark HE P ) RS 5 AR R 2 2 N
3T U A T St EL AR S S
BAEFRMRRAL, DX A AE T i A ) eR 2
AN
1 PySpark®, A LLiFH printSchema()
describe() 1 take() 3¢ /7 TSI & B BUEAE
PR EUE B ISR HE B AE o 2z N
KEDRE. 2R, ] DURF &dE vl Ak
RV S I A s BE AR T H 1Y




(1) #&F Spark ZIEHE—sparkDF_FSHeight iR AE 5

B, BF Spark BUHEHE —sparkDF _FSHeight IR E R . REIUIT .
In[12]‘sparkDF_FSHeight.printSchema()

Xof I A HH 25 BN

root

|-- Father: double (nullable = true)

|-- Son: double (nullable = true)

|-- _id: struct (nullable = true)

| |-- oid: string (nullable = true)



(2) #&F Spark ZIEHE—sparkDF_FSHeight iR AE 5

HIK, &% Spark FFEAE—sparkDF_FSHeight FIiAMESHE R . REITIT,
In[1 3]‘ sparkDF _FSHeight.describe().toPandas().transpose()

xF A HY S5 R O -

summary |count mean stddev min max

Father 1078 |67.68682745825602 | 2.745827077877217 59.0 |754

Son 1078 |68.68423005565862 |[2.8161940362006628 |58.5 |78.4




(3) B Spark ¥iEiE—sparkDF_FSHeight f#j 10 43

K, o Spark FHEHE—sparkDF_FSHeight FIHT 10 47, RPITIR .,
In[14]|sparkDF_FSHeight.take(10)

XF 7 an HH 45 RN

[Row(Father=65.0, Son=59.8, id=Row(0id='5e0958f52c796e5c28a79a01’
Row(Father=63.3, Son=63.2, id=Row(0id='5e0958f52¢c796e5c28a79a02'
Row(Father=65.0, Son=63.3, id=Row(0id="5e0958f52c796e5c28a79a03’)
Row(Father=65.8, Son=62.8, id=Row(0id="5e0958f52c796e5c28a79a04")
Row(Father=61 1, Son=64.3, id=Row(0id='5e0958f52c796e5c28a79a05')
Row(Father=63.0, Son=64.2, id=Row(0id='5e0958f52c796e5c28a79a06')
Row(Father=65.4, Son=64.1, id=Row(0id='5e0958f52c796e5c28a79a07")

)

)

)

),
)

I

I

Row(Father=64.7, Son=64.0, id=Row(oid='5e0958f52c796e5c28a79a08'
Row(Father=66.1, Son=64.6, id=Row(0id="5e0958f52c796e5c28a79a09'

)
)
)
)
),
)
)
)
)
Row(Father=67.0, Son=64.0, id=Row(0id='5e0958f52c796e5c28a79a0a'))



(4) &l “ILFHR-LEEFR BNE
B RT0 F T 51 9550 B e BORIEL, BT

e Spark TR TRy Pandas )% 3E HEpandasDF _FSHeight=sparkDF
75.0 | e * N .
725F
o i * A |
5 " ¢ _ = X ' FSHeight["Father"])
g 675 ..i:% ; : :
£ s XX
5 6s0f . ¢ - 2 :
* e a4
62.5 d -,
60.0 F ¢

575 600 625 650 675 700 725 750 775
Height of Sons



Step 4: B %%

fE3:T Spark W REHE M,
5 T B R e Ah FERD B A Ab B
HEALE B A, EE TS
I MLib Ao B R A 1
BORHATHARHESS




(1) B/ Spark ZIEHE pandasDF_FSHeight 4 N &

B4, A head() iH¥E, &7~ Spark ZU#EHE pandasDF FSHeightHJEE 77
N2 RBIR.

IN[16] | pandasDF_FSHeight.head()

IOINETTREERE
0 | 65.0 59.8 (5e0958f52¢796e5¢c28a79a01,)
1 | 63.3 63.2 (5e0958f52¢796e5¢c28a79a02,)
2 | 65.0 63.3 (5e0958f52¢796e5¢c28a79a03,)
3 | 65.8 62.8 (5e0958f52c796e5¢c28a79a04,)
4 | 61.1 64.3 (5e0958f52c796e5c28a79a05,)




(2) #&F Spark IEHE pandasDF_FSHeight #jEIR

HW, i shape @1, &F Spark FIEHE pandasDF FSHeight [TEIR.
AR

In[17]| pandasDF_FSHeight.shape

VA IS N

(1078, 3)



(3) HHEILFHEMRES TN z-score {H
E, ITEILTFEEMNCETF SR z-score {H. ~HIWT

In[18]|from scipy import stats import numpy as np
z = np.abs(stats.zscore(pandasDF_FSHeight[["Son","Father"]]))

print(z)
SN TIEE S

[[3.1561581 0.97896716]
[1.94829456 1.59837581]
[1.91276917 0.97896716]

[0.21875472 1.49866744]
[0.21875472 1.09787361]
[0.59832943 0.9521304 ]]



(4) MEREHA

B, RiE E—2hitEAE z—score 1H, MEBER S, RS~EIWT.

zscored _pandasDF _FSHeight = pandasDF _FSHeight[(z < 3).all(axis=1)]
In[19]|# [EE Y oAb & R 46 a i B SR AT IBHE X R

ZX %N Pandas L) B dE HE

zscored pandasDF _FSHeight,

##7F Pandas $#EHE zscored_pandasDF FSHeight HFEIR
zscored _pandasDF _FSHeight.shape

X N A HH 45 RN

(1067, 3)




(5) KBRS A S BB RS zscored_pandasDF_FSHeight ik

1 Spark HIEHE zscored_ sparkDF_FSHeight
Mzt G R ULEL, BL z-score HAWKIEIAT S AWM R4 E, 2HEE
zscored pandasDF FSHeight WIAT#(AR N 1067, BIMZEHEHE pandasDF FSHeight Mg 7 3£ 11 47
B . HTEAEHE zscored pandasDF FSHeight #1 pandasDF FSHeigh 34 Pandas HIZ(YEHE, 4%
TREEHACHEEREIESE zscored_pandasDF_FSHeight ¥ ¥4 Spark #IRIE zscored_
sparkDF FSHeight. 7wl .

zscored_sparkDF _FSHeight=mySpark.createDataFrame(zscored panda sDF _FSHeight)
IN[20]| #5E.3# 4% % MongoDB %it#z 7 IR 55 28

zscored_sparkDF _FSHeight.write.format(“mongo”).option(“uri”,"mongodb://127.0.0.1/
local.Zscor edFSHeight").mode("append").save()

#M MongoDB % ¥z [ il 55 2 2 s B s S A

sparkDF FSHeight=mySpark.read.format("mongo").option("uri","mongodb://127.0.0.1/
local.ZScoredFSHeight").load()

#~ CEEELE) Spark 4EAE sparkDF_FSHeigh 47T H0F1 51| %k
sparkDF _FSHeight.count(),len(sparkDF_FSHeight.columns)

X N A HH 45 RN

(1067, 3)




(6) B RdGAELE MM B Fir &

AR “2. TPyhton gmAESLE” HNAAILRE T it 22 FiE T s @i 528, BT Spark
R R B o3 At 75 0 1 A B A AT A 6k N B 3 ) e AR AR FE RE AT H AR A 5. (E PySpark H,
HHEKH pyspark. ml. feature GH#EEH] VectorAssembler O P& 20, ¥Z 1% (H inputCols=%#
) IR “mES (vector column) (] outputCol

=R~) , BEMSEEE S ML1ib P FGFAERERERT H Y. R0 R,

#5 N\ K # VectorAssembler

from pyspark.ml.feature import VectorAssembler

In[21]|#5E X — N &EF)” (Vector Column) A=k 2%

vectorAssembler = VectorAssembler(inputCols = ['Father'], outputCol = 'features®)
#2451 (H inputCols=3£7x) & 3H— 1 m&E4%” (Vector Column)
v_sparkDF_FSHeight = vectorAssembler.transform(sparkDF FSHeight)

#.7~ Spark ZEHE v_sparkDF_FSHeight 1% W4 v_sparkDF_FSHeight.take(3)

X N H 45 RN

[Row(Father=67.6, Son=68.2, id=Row(oid='5e0958f52c796e5c28a79a5b"), features= DenseVector([67.6])),
Row(Father=68.4, Son=67.9, id=Row(o0id='5e0958f52c796e5c28a79a5c'), features= DenseVector([68.4])),
Row(Father=67.7, Son=68.6, id=Row(0id='56e0958f52c796e5c28a79a5d'), features=DenseVector([67.7]))]




(7) E7EIEHE v_sparkDF _FSHeight. BIRI31TEHE

WA select () F¥EM Spark ZPEHE v sparkDF FSHeight HiRENEHZAF & “features”
MEAZE “Son” , FEANH— Spark ZUPEHE v sparkDF FSHeight ', FF1HH
take () VAL NEHEANE v_sparkDF_FSHeight. BURT 3 4T84 -

In[22]| v_sparkDF_FSHeight = v_sparkDF _FSHeight.select([ features’, ‘Son‘])
v_sparkDF_FSHeight.take(3)

X N H 45 RN

[Row(features=DenseVector([67.6]), Son=68.2),
Row(features=DenseVector([68.4]), Son=67.9),
Row(features=DenseVector([67.7]), Son=68.6)]



(8) R4 RMREMY| g

[E13—4&HsE, Spark $EHEH) MLib FERFHMLAS 2 S A se Il iy L ge b ol e, A,
i R R AL RE AN A 1) st — P ) o NI R A 2k 5 o R TR S5l 2R S O X
DITiE, ATRLZ AR 3 mRNE. w~FluE.

#ll 2R S A B A ) 7

train_DF =v_sparkDF_FSHeight test DF=v_sparkDF_FSHeight

In[23]# (1275 ] (R, ZZ s BAE] & CATaT 5. Bl U3 Dy H 84T 8Am 0 i), AR I ZREe il il 52 2
WRNEBANEIREE. 8%, H.randomSplit EREGHAT I ZGERMRERI VI 7, AW T

splits = v_sparkDF_FSHeight.randomSplit([0.7, 0.3])

train_DF = splits[0]

test DF = splits[1]

#8271 B A AT HOR 412

test DF.count(),len(test_DF.columns)
XF I i 4 RN

(1067, 2)




Step S: A2k

TEBHEHE R B 3EAE -, Spark B] LI MLib B BAR BB BT S Al es = I H . R
#1118 FHSpark MLib []LinearRegression PR 24T i B 2t 0] 15

B4, S ASpark MLib HH]LinearRegression &L, FEEIEE RN A LinearRegressionfi Y,
AT

In[24]|#5 \ LinearRegression X %{

from pyspark.ml.regression import LinearRegression

#4314 LinearRegression 157

myModel = LinearRegression(featuresCol = 'features’, labelCol= 'Son’)

# (4271 featuresCol Fil labelCol 41X 7 ity 2 46 I 1 L Bk
##l & LinearRegression # myResults = myModel.fit(train_DF)

Hr, XF LinearRegression BRI 25 B W EFEHTFIEE . HIEEMNEE
/zéﬁmf

In[25]|#7§% LinearRegression &% #1135 BIfE B
LinearRegression?



Hk, @R myResults X 2R [ coefficients 1 intercept J@ 1, 2 HEEEE K
REERMEFEI. 2~

AN RS

print("Coefficients: " + str(myResults.coefficients))
In[26]
ATV BRI

print("Intercept: " + str(myResults.intercept))

XF A HY S5 RO -

Coefficients: [0.4918272114636594 3]
Intercept: 35.3942223308334



Step 6:BLRUPE4h

PySpark YFATIHEHE 1 A TR AL
fiti B J YA 7 vk . Bl o, g
summary/& ) show() FiE. r2 Jg ik
Fll.rootMeanSquaredError J& 145547
A EE T MR IH 2 JFRARZE . R
J7 RS TR 2




(1) AplisummaryX%. BHEREM

H5G, A pisummary X%, ~BEITH.

In[27] | summary = myResults.summary

Hk, BE summary 3 ZH IR ZET . ~EIaT.
In[28] ﬁﬁ%ﬁfzzﬁé

summary.residuals.show()

SIVE T EEE YAF

| residuals|

+ +
|-0.44174182577677357|
| -1.1352035949477113|
|-0.09092454692314789|
| -1.1827517583868143|
| -1.1778480852649977|
| -1.2827517583868087|
| -0.779482642972269)|

| -1.277848085264992|

| -0.53356903724044|
| -1.525396248704098|

| -1.6188580178750271|
| -2.612319787045962|

| 2.1500853856868787|

| -1.6155889024605017|
| 0.8139791261986602|

| -2.7582333927777825|
| 1.1107100107841177|

| -3.6451569311196437|
| 1.4615272896377576)|

| 1.7139791261986659|
+ +

only showing top 20 rows




(2) EFABRB R I WFHRE

B, BEEAIBARERTT. APk,

In[29] | summary.r2
IOINE RS YSF
0.2502440487185261

wa, BEVIITRE. R~

In[30] | summary.rootMeanSquaredError
IOV ITIRELE SF
2.325165606265826



Step 7:BLEIN H

ERERPE LW 5, w2l gk
O A T R T i R S B [a) A, A 5]
F, AT WS E A R
LinearRegression %2 —myResults H
transform() /7 V2= SE 30 P T BE




(1) BRAmEIR

B, K4 iR myResults X8 EE A B JL T (Son) B & iey b A7 Tl , - X6
Lt 2 s Tl 45 R SR B S H . ~Fa T,

IN[31]|#25: T 4E test DF, 347 T
predictions = myResults.transform(test DF)
#2725 2L predictions.show()

I &y HH 2R Bk
XIRE A R | [68.6]|68.6/69.13356903724043
e Tre=== + [69.6]|68.1]69.62539624870409|
[features| Son|  prediction| [70.4]|68.4|70.01885801787503|
P FR— + [71.2]|67.8|70.41231978704596]|
| [67.6]|68.2|68.64174182577678)| [66.6]|70.3|68.14991461431312] [70.8]/68.6|
| [68.4]/67.9]69.03520359494772) 70.2155889024605| [68.3]|69.8|68.98602087380134]
| [67.7]|68.6|68.69092454692314| D L
| [68.7]68.0[69.18275175838681 [67.9]|69.9|68.78928998921589)

: V09, [73.3]|67.8|71.44515693111964]
| [69.3]|68.3| 69.477848085265| [68.0]|70.3|68.83847271036224|
| [68.7]|67.9|69.18275175838681| [68.3]|70.7|68.98602087380134]
| [69.1]|68.6|69.37948264297226| MR +

| [69.3]|68.2] 69.477848085265| only showing top 20 rows



(2) BN prediction Hj—3|HER5 WA

Hk, A show() 7%, M E—g5 k444 prediction B)—7%1], R~ HE5HNE

AR

In[32]‘ predictions.select("prediction").show()

XF LA H 45 RO -

|68.64174182577678|
|69.03520359494772]
|68.69092454692314|
|69.18275175838681|
|69.4778480852695|

|69.18275175838681|
|69.37948264297226|
|69.4778480852695|

169.13356903724043|
169.62539624870409|

|70.01885801787503|
|70.41231978704596|
168.14991461431312]
|70.21558890246059|

168.98602087380134|
|70.65823339277779|
|68.78928998921589)|
|71.44515693111964|
|68.83847271036224|

|68.98602087380134|
+ +

only showing top 20 rows



(3) kM Spark Session

fE L b e Rlx=mAE P, #@% KXHHSE/E TR
(Deployment/Productionizing Models) HIFIBHIF AR, ¥ Spark Hlas27 >
P R A 22 HARMY 55 R 4

HE B AR AL (Deployment/Productionizing Models) 21T JLAER) 72 5%
I AL DA, A 5 S A V1 A ) s B T VAT ROR

7E Spark Zi s Hrs R, 75 22 <] Spark Session, 1] LU H PySpark $&
L) stop() ike ARPHIUNT

In[33]|#5 4] Spark Session
mySpark.stop()




